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Design ⇒ Production

The purpose of this lecture is:

❏ to cover (in brief) a selection of the other processes and CAD tools used to migrate a
‘correct’ digital design into a working chip.

❍ Simulating the whole chip - manageably

to

❍ Simulating the transistor-level behaviour

❍ Processes (and feedback) to get a workable physical  description

❏ to look at post-production testing and what may be done to assist this

❍ Test strategy

❍ Design for Test
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Packaging, etc.

Without delving deeply into the topic, a significant constraint on a chip is the
number of external contacts it can have. These may be referred to (often inter-
changeably) as “pads” (the contact position on the silicon) or “pins” (the metal
contact outside the package).

A ‘traditional’ chip will have a ‘pad ring’ around its periphery. Each pad occu-
pies a significant space because it has to be large enough for a bonding machine
to attach a wire. It also contains amplifiers to drive the much larger off-chip
loads and significant electrical protection. Pads will be linked with ‘large’ tracks
to aid power supply distribution.

A (logically) very small device may be ‘pad limited’ in that, once the pads are
placed and spaced, the central ‘core’ area is not filled.

Because silicon costs – so smaller chips are cheaper – there may be a desire to
reduce the ‘pin count’. This is another trade-off for the chip designer to consider.

Example: many microcontroller chips have numerous peripheral interface
devices on board. It is probable that not all of these are wanted by any specific
user. It is common practice to multiplex I/O connections so that particular func-
tions can appear on particular pins and the user can select his own variety. This
also means the chip is less specific to particular applications so fewer different
types of devices have to be designed, built and tested.

A current example of this may be observed with the Raspberry Pi’s expansion
port.

Note: the chip core scales with the square of the linear dimensions, the pad wing
scales linearly.

The modern trend is away from a peripheral pad ring to ‘flip-chip’ mounting.
This leads the external contacts to ‘microbumps’ which protrude from the passi-
vation over the top of the circuit, i.e. above the highest metal wiring layer. The
chip is mounted ‘upside down’ in the package, the grid of bumps connecting
with contacts on the package.

This gives a couple of advantages:

❏ More contacts can be made than just around the edge

❏ Wiring from PCB to chip can be shorter

A major reason that these can be important is supplying power where more
wires are needed to satisfy the increasing current demands and the inductance of
long (thin) bond wires exacerbates electrical noise problems.

[Don’t confuse this with the BGA mounting of packages to PCBs, which is geo-
metrically similar but on a larger scale.]

Core

Pad ring
Pad limited chip
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Mixed simulation

It is infeasible to simulate a whole SoC very precisely in one run.

Instead, use different (precision/cost trade-off) simulators for different blocks. Example:

Each new block can be verified in an environment which has ‘appropriate’ accuracy.

In some cases this will be as high as a Transaction Level Model (TLM).

DSP
accelerator

Processor

Memory

RTL digital simulation
cycle accurate

approximate timing

Analogue-like
simulation for

timing verification

Behavioural model
(e.g. in C)

functional only
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Low-level simulation

‘SPICE’

There are various analogue circuit simulators (e.g. HSPICE, Spectre) which
tend to be known, generically as ‘SPICE’ (Simulation Program with Integrated
Circuit Emphasis) after the original tool gained wide acceptance.

SPICE takes, as input, a component netlist, an input stimulus file and detailed
models of the components’ characteristics. It simulates circuit activity solving
differential equations, giving an accurate model of the circuit’s behaviour when
fabricated. Of course, this takes significant processing time so SPICE simula-
tions tend to be limited to small circuits and limited time runs.

A typical application of SPICE would be tocharacterisestandard cells, produc-
ing simplified (if less accurate) models to be used in larger analogue simula-
tions. For example, a NAND gate may be ‘Spiced’ to determine the propagation
delay and output edge speeds into different loads when switched with each input
(in each direction) with different input edge timings.

Feedback from this process will be used to ‘tune’ the performance of layout –
for example to determine the transistor widths for different cells.

SPICE may not be needed by a high-level designer but it (or an equivalent) will
be used somewhere in the design flow and it becomes necessary if designing
analogue or other custom circuits.

Process ‘corners’

Not every chip made will function in quite the same way due to variation in the
manufacturing processes their transistor properties will vary. Because they are
manufactured in different steps, the pMOS and nMOS transistors may differ
from the ‘nominal’ properties in different ways.

The operating environment of chips will vary. The two greatest variables will be
operating supply voltage and temperature. Lower voltages or higher tempera-
tures will slow down switching.

These variations are normally classified as ‘PVT’ (Process, Voltage, Tempera-
ture) variations.

It is important that the chip works over a wide range of conditions. Thus, physi-
cal simulation will normally be carried out over a number of process ‘corners’,
i.e. with different assumed transistor characteristics: {fast-fast, fast-slow, slow-
fast, slow-slow, typical} processes are considered (the terms refer to p- and
nMOS transistor speeds). Voltage variations of 10%may be tried. Temperature
ranges vary according to application, from -40°C or 0°C at the bottom end to
85°C, 100°C or maybe 125°C at the high end. The device should function (at the
target speed) over all these variations.

Note: this involves running a whole set offunctionally identical simulations
using a timing-accurate simulator/model.

Cell Phantoms

The chip manufacturer may regard the internal layout of their standard cells
as confidential. Layout will therefore not be available. Instead they supply a
library of ‘phantom’ cells which show the sizes and possible connection
points. These will be accompanied by simulation models characterised from
the layout to allow development without revealing details.
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Design (& production) flow
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Laying out the chip

Of course the flows are not as simple(!) as in the slide but this captures the
‘spirit’ of the processes involved.

Place and Route (P & R)

Placementis the act of mapping cells onto the surface of the silicon so that they
abut (as necessary) but do not overlap. Ideally, cells which are connected
together ought to be placed adjacently although this is not always possible. In
addition there may be constraints from the boundary of the area ‘pulling’ cells in
different directions. Finding ‘the optimal’ placement is prohibitively expensive
but finding something close is desirable because it makes routeing easier. By
shortening the interconnection wires it will also increase performance and
reduce the power consumption.

An ‘ideal’ placement would have all the required cells clumped tightly together.
However this is infeasible in practice for several reasons. Firstly, doing this may
make routeing impossible. Secondly, the placement must leave space for some
later modifications such asbuffer insertion, so theutilisation cannot be 100%.

When the cells are placed therouteing process will try and interconnect them
with wires. Obviously, wires cannot touch or cross but they can use a number of
the wiring layers. The preference is to use lower layers only – especially for
local interconnection – to minimise parasitic load capacitance.

If the placement and wiring is too dense, full routeing may not be possible and
an error is fed back to the user to relax the utilisation/area constraints.

Floorplanning

Floorplanning is the placement of logicblocksrather than individual cells. Often
it is useful to be able to ‘harden’ a placement and then place multiple instances
of it (e.g. for a multiprocessor) with the same characteristics. Another use of
floorplanning is to determine the space available for a particular block (e.g. if
expensive, capacitive buses are placed early on) to constrain a later P & R.

Macrocells (e.g. memories) come with a constrained size and aspect ratio.

Floorplanning is often hierarchical and hardened blocks may be placed and
routed along with other ‘glue’ logic cells.

Buffer insertion
When a network is routed it may be discovered that it has excessive capacitance,
which will result in slow signal edges. This is particularly common on data
buses, which often have to traverse long distances.

Modern placement processes will allow automatic insertion of buffers (electrical
amplifiers) at intervals along a wire. Clearly there has to be space reachable
from the wire – and somewhere near to avoid even more wiring – to place the
buffer. This is a reason why 100% utilisation is impractical.

Despite adding some propagation delay, buffers save time overall by speeding
up edges; they also improve electrical integrity, e.g. noise immunity.

Thresholds and edge speeds
A gate input has a nominalthreshold which is the input voltage where it is
discerned as changing from ‘0’ to ‘1’, or vice versa. For CMOS this is usu-
ally somewhere close to half the power supply voltage.

Note: this is not the same as the individual transistor’s threshold.

A heavily loaded network may have a slow edge which retards the time at
which the threshold is crossed. Buffering may speed up the signal despite
introducing more ‘gates’ in series.

If buffering is added it will change the timing of a signal.

If the buffering is in the form of a tree (likely) then it may be important to
minimise skew. Clocks (and, arguably resets) which have very high fan-out
may be treated as special cases for buffering. Clock skew minimisation is, of
course, very important.

Unbuffered

Buffered
Load reduced on source

Drive increased on net
Buffered

Win(?)
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Other layout considerations

❏ Power Analysis

❍ Find potential hotspots

❍ Ensure sufficient power ‘grid’ wiring

❏ Design Rule Checks (DRC)

❍ see that the layout obeys geometry rules for fabrication

❏ Electrical Rule Checks (ERC)

❍ ensure that electrical connections, (power etc.) are legal

❏ Antenna Checks

❍ test that device will not be destroyed during manufacture

❏ Layout Versus Schematic

❍ check that what is laid out is the same as what was wanted
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More verification software

You may think that the toolchain will synthesise a functional layout without
help. This is unlikely for various reasons. Thus, a number of additional tools are
used to verify the layout and identify potential problems.

Don’t try to learn all the details here; this is mostly to introduce some names
(and abbreviations) which you may encounter later. The important thing to
remember is that there are potential problems (and fixes).

Undoubtedly more such checks will become necessary in future as the manufac-
turing processes become more … challenging.

Layout Versus Schematic
The ‘schematic’ in question is probably a machine-generated list of cells. Nev-
ertheless it is reassuring toextractthe layout and compare it with what it is sup-
posed to represent.

If some part of a circuit has been laid-out or modified by hand, the benefits of
this check should be obvious.

Design Rule Checks (DRC)
All layout is subject to ‘design rules’ which specify things such as the minimum
space between metal tracks on the same layer. If these are violated there is a risk
that they may be shorted in manufacture.

Design rule violations can occur, for example, if there is an error in a standard
cell. If a metal layer comes illegally close to the edge of a cell theremightbe a
violation with a passing track when the cell is used. This is not guaranteed to
happen so the fault may go unnoticed for some time. The routeing software may
work on the basis that all cells obey certain rules and not check inside.

A DRC of a completed design will highlight these potential problems and allow
a chance for remedial action.

Electrical Rule Checks (ERC)

Ensure that electrical connections, (power etc.) are legal: e.g. power is con-
nected, signal outputs arenot connected to power supplies,well contacts are
present within certain distances of all transistors etc.

Antenna Checks(don’t memorise)

Antenna checks are necessary because of the structure of CMOS circuits and the
way they are fabricated. They don’t matter once the device has been made.

Picture a piece of layout in three dimensions. Somewhere there is a transistor
gate which is isolated from the substrate. It is ‘connected’ via the transistor(s)
which drive it and this ‘connection’ is sufficient to leak away any excessive
charge.

Because the connection may be made through high layers of metal it comes into
existence at a later manufacturing step than the one making the gate. Before it
exists there is no ‘easy’ path for charge to leak away through and it can build up.
This is likely because some manufacturing steps use plasma etching with ion-
ised gas. Build-up is more likely if the metal track (‘antenna’) to the gate is
larger. Too much charge⇒ too many volts⇒ pffft! dielectric breakdown.

There are a couple of ways to alleviate this:

❏ keep the track to the gate short until connected
at all stages of manufacture

❍ may impose unreasonable restrictions on routeing

❏ add a (reverse biased) discharge diode next to the gate

❍ adds capacitance: compromises speed and power efficiency

A common expedient is to include diodes on all standard cell inputs; this is safe
and easy but it does have its price in efficiency.

Antenna checks will probably be performed as part of the DRC process.

Danger!
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Production test

Not every chip manufactured will work. Production tests should sort out which do.

❏ Want 100% test coverage including complete data coverage

❏ Different from coverage of source: now testing the synthesized netlist

❍ different, and probably more, nodes

❍ Want this in sensibly small number of vectors

BIG problem. Difficult! Can be automated.

Problem: need to apply vectors to logic deep inside sequential machines: may need long
sequences

Contrived example: test the outputs (only) of a seven-segment decoder

The problem worsens as units are more deeply buried.

Usually important to: Design for Test  (DfT)

In isolation:
3 patterns suffice

Connected after a counter:
6 cycles are needed

Counter Decoder(at least)
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Automatic Test Pattern Generation (ATPG)

The simplest tests are for ‘stuck at’ faults – i.e. a network or node is always one
digital value. These can be detected by providing patterns where the node is
intended to be in each of its states and there is anobservabledifference if it is
wrong.

It is quite difficult to find such patterns by hand. Computers are quite good at
searching large data sets with simple algorithms. Therefore ATPG is a conven-
ient way to produce a test set which gives comprehensive coverage (for faults
which follow this model).

These patterns must be applied to the block on every chip manufactured to see if
it is functional. This requires an expensive machine, so time-on-tester should be
minimised,i.e. use the fewest patterns commensurate with complete testing.
Again, software is good at solving these problems (and there is no great time
constraint for doing so).

Considerable effort has been put into minimising the test sets for ICs.

Unfortunately, with modern ICs the power constraints may be such that it is
infeasible to operate all the blocks simultaneously. A test strategy which tries to
maximise the number of transitions in a short time can dissipate too much power
and … blow up the chip! Really! Clearly there are extra constraints when gener-
ating the test set.

The description above refers to logic ‘blocks’. When a complex SoC is operat-
ing, the blocks are not independent so it is typically not possible to apply a
desired pattern directly. What is desired iscontrollability , where block inputs
can be set, even if deeply embedded in the logic.

Similarly, the outputs need to be checked for (in)correctness and this is impeded
if there is more logic between the block under test and the user. What is desired
is observability.

Built-In Self Test (BIST)

It is convenient if a chip can test itself; that way all that the tester needs to do is
power on, clock for a while and check that a ‘pass’ code is generated. (Failure to
produce this code at the correct time indicates a failure.)

‘Traditionally’ ASIC BIST has involved the generation of test patterns using a
ROM or (for a small area overhead) a pseudo-random number generator. The
output signature can be collected as (for example) an output CRC, again at rea-
sonable cost. With a long enough test sequence and CRC the chance of a false
positive will be small.

Nowadays it is likely that a SoC will have one or more processors on board
which can be exploited for test purposes. Self-test software can be built into a
boot ROM – or downloaded into RAM via a test port and executed there – which
can exercise the chip’s functions and provide fault indications.

Using an existing processor has several advantages. The hardware overhead
(and complexity) will be reduced slightly, but a big advantage is that a ROM’s
size will be known early but its contents can be fixed late in the design process,
allowing extra time for test development. As the programming of a ROM is
probably done with a single metal layer it is even relatively cheap to change
later, as only a few (expensive!) masks would need to be replaced. If download-
ing test software from a tester it is possible to develop and upgrade tests after the
chips are in fabrication, although download times may increase the cost of test-
ing each chip.
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Scan chains

A means of achieving controllability  and observability  of ‘buried’ logic blocks.

A pipeline is shown here for convenience: this applies to any sequential structure.

Combinatorial
Logic

Combinatorial
Logic

Combinatorial
Logic

Combinatorial
Logic

Combinatorial
Logic

Combinatorial
Logic

Test this logic
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Scan chains

A scan path makes some or all of the flip-flops in a circuit directlycontrollable
and directlyobservable. It works this way:

The flip-flops to be scanned are placed in the normal way but, late in the process
replaced with scan flip-flops. Scan flip-flops have a second mode of operation,
controlled by a global input, which diverts their input from another scan flip-
flop. This makes a (long) shift register with a two additional connections, scan-
in and a scan-out.

The ordering of the flip-flops in the scan chain may be arbitrary. It need not be as
‘neat’ as in the slide: it can be determined after placement to minimise the wir-
ing overhead by connecting physically adjacent flip-flops. It is, of course,
required that the connection order is known.

To test a circuit:

❏ Stop the clock

❏ Switch to ‘scan’

❏ Repeat for length of scan chain

❍ Apply data bit to scan-in

❍ Clock

❏ Switch to ‘operate’

❏ Clock once

❏ Switch to ‘scan’

❏ Repeat for length of scan chain

❍ Read data bit from scan-out

❍ Clock

Clearly a subsequent pattern can be scanned in at the same time as the current
one is extracted. Although this process takes a (large) number of clocks for each
pattern, the patterns can be applied to the combinatorial logic directly and all the
blocks can be tested in parallel. For non-trivial sequential circuits the process is
almost always a significant time-saver.

There is, of course, an area and a (small) performance cost to substituting the
flip-flops.

… in detail

Note that, in practice, theordering of the flip-flops on the scan chain does not
have to be ‘logical’ for the user (as shown in the slide). As long as it isknown,
the order can bearbitrary. It is probably governed more by the layout considera-
tions, and may be set by the Place and Route process.

Scan flip-flop

Scan chain
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Boundary scan

IEEE standard 1149.1 : Standard Test Access Port and Boundary Scan Architecture

JTAG: five pin interface

❏ TDI Input Data In

❏ TDO Output Data Out

❏ TCLK Input Clock

❏ TMS Input Test state

❏ TRST Input Reset

The standard is a bit more complex than a single shift register:

TDI

BYPASS

IDCODES

BSR

Instruction

TDO

TAP
TMS

TCK

DR

IR
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JTAG

Boundary scan was originally intended for testing PCB assembly, using scan
paths to check connections across a board. It is now used for lookinginside
devices. The scan chain runs around the boundary of the device (rather than
through all the flip-flops) or, for SoC, around the boundary of significant blocks.

An example may be a processor, where the external address, data and control
bus(es) are accessible but not the internal registers.

The usual boundary scan protocol is commonly referred to asJTAG after its
developers the Joint Test Action Group.

.The scan is not a simple
scan path. In addition to
the Boundary Scan Regis-
ter (BSR) there is a bypass
path and an identity regis-
ter. The bypass allows the
local BSR to be ‘shorted’;
remember that there may
be a chain of several such
paths so this allows more
direct access to a particu-
lar scan chain. The ID
allows a particular device
to be discovered/verified
by the host.

The operation is control-
led by a Test Access Port
(TAP) controller which is
a finite state machine. It is
commanded (serially) by
the state of TMS at each TCLK. This allows instructions to be captured in an
Instruction Register (IR) which, in turn, controls things like which ‘Data Regis-
ter’ is addressed.

Note that DR may be more complex than shown in the slide, possibly with sev-
eral serial stages, thus allowing one TAP to control many scan chains/bypasses.

Boundary scan ‘not for test’

Boundary scan chains, once present are frequently exploited for purposes other
than device testing. Here are a couple of common examples.

Device programming

FPGAs are typically programmable by various mechanisms, one of which may
be via a JTAG port. This allows a configuration to be downloaded without con-
nection to the majority of the I/O pins. It may also allow the internal state to be
uploaded for diagnostic purposes.

Some ‘PROM’ devices may be programmed in-situ (after PCB assembly) via a
JTAG port.

Software debug

ARMs (as an example) allow debug access via JTAG. To extract the register
contents it is possible to:

❏ stop the processor

❏ scan aSTM instruction onto the instruction input

❏ clock an appropriate number of times

❏ scan the register values off the data out bus – one per cycle

❏ display, maybe modify the state on a debug computer

❏ restore any state changes and optionally scan in new values with an
appropriateLDM

❏ start the clock again

This can be applied to a selected processor on a multiprocessor device (etc.)
with no additional pin connections.

Access to memory contents (etc.) may also be achieved by manipulating
address/data buses appropriately.

run test idle

select DR scan

test logic reset

capture DR

exit 1 DR

pause DR

shift DR

exit 2 DR

update DR

select IR scan

capture IR

exit 1 IR

pause IR

shift IR

exit 2 IR

update IR

0

1

0

0

0

0

0

1 1

00

0

1

11

1

11

0 0
0

11

1 1

0 0

1 0 1 0

TMS values

JTAG scan set up for one unit (others bypassed)
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Test Interface

SoCs are often bus-based. A multi-master bus provides a convenient means of external access to
many of the chip’s functions.

Processor CacheCache DMAC
Test

Interface
Controller

ROM RAM Bridge
Off-chip
Interface

PIO

UART

TimerPossible boundary scan path
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Test Interface

One convenient way of exploiting this may be to load code into an on-board
RAM for subsequent internal execution. It could also be used to read internally
generated test results. (Some way of controlling the processor’s execution/reset
is needed.)

The tester can also access any slave devices on the buses so it can test peripheral
devices etc.

Test access to a chip

Testing – especially if multiple bits are tested in parallel – may require a signifi-
cant number of pads/pins on a chip. These are a precious resource.

A common technique is to multiplex pins to give then one or more additional
test functions. These are selected by a dedicated input pin which is only used in
testing.

The presence of such functions is often noticeable on chip data where a pin may
be documented as (e.g.) “Tie to ground”. Manufacturers will not disclose what
happens if you don’t.

Normal function

Test function

Input pad Output pad

Test pad


