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Ensemble Methods

Like a “committee”….

-  don’t want all models to be identical.
-  don’t want them to be different for the sake of it – sacrificing individual performance

This is the “Diversity” trade-off.

Equivalent to underfitting/overfitting – need the right level, just enough.
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1.2 Bagging

The Bagging algorithm generates di↵erences between the models by feeding

them slightly di↵erent training sets. It does this with a data sampling technique

called a bootstrap. Given a dataset T , of size N , we randomly select N examples, BOOTSTRAP

with replacement. The with replacement part is very important. It means that

we randomly pick one example to be in our training set, then put it back,

ensuring that it could be picked again. An example dataset and two bootstrap

samples are shown below.
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we recorded, such as the time/place/amount of the transaction, or whether it

turned out to be a fraudulent transaction. In technical terms, the objects are

known as examples, and the characteristics are known as features. The features EXAMPLES

FEATURES
could be continuous variables, such as time/amounts, or binary/categorical val-

ues, or a mixture of both. Let’s take an example of some data that a doctor

may encounter in a healthcare situation: the examples would be patients that

the doctor had seen over a period of time, and the features would be various

measurements taken on those patients. The set of measurements might be:

Height (cm)

Weight (kg)

Systolic blood pressure (mmHg)

Diastolic blood pressure (mmHg)

Blood sugar after meal (mM)

Diagnosed with diabetes? (1/0)

These would be taken from di↵erent patients, and arranged in a table:

x1 x2 x3 x4 x5 y
187 80 120 30 4.5 0
160 70 119 36 5.6 0
150 80 185 60 8.8 1
192 92 140 50 6.8 1
168 110 155 45 7.8 1

Here each row is a person (one of our examples), and each column is a mea-

surement (our features). Notice that we’ve given them shorthand names, so x
1

is the height, x
2

is the weight, x
3

is the systolic blood pressure, etc. Notice

in particular that we’ve given the final measurement, the diabetes diagnosis, a

di↵erent notation, y — this is what we call the label for each example. In this LABEL

case it is binary, but in general it could be continuous or categorical. Now, given

our data, we will consider two things we might want to do with it.

Prediction : We may wish to use data to predict something about some future SUPERVISED
LEARNING

as yet unseen data. For example, we might use this healthcare data to

predict the labels (i.e. diagnosis) for new patients, advising them if they

are at risk of developing diabetes. The key point here is the new patients

have never been seen before — so the learning system needs to be able to

pick up on general patterns in the x data we provide, that are predictive

of the disease y. These are known as supervised learning algorithms, since

the “ground truth” labels are provided for each patient.

Description : Some data is too complex to understand, in which case we may UNSUPERVISED
LEARNING

wish to see it described or visualised in a di↵erent way. For example, by

visualising health data we might find that there are in fact sub-types of a

disease – e.g. type-I and type-II diabetes — which need to be treated in

di↵erent ways. These are known as unsupervised learning algorithms, as

they are generally applied when we do not know the ground truth label y
for each patient, and just wish to analyse patterns in the x data.
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This shows a dataset (left) and two bootstrap samples taken from it (right).

Notice that the first bootstrap (top right) contains 2 copies of the third and

fifth examples, but none of the second or fourth. The second bootstrap (bottom

right) is generated by following the same randomised procedure, but results in a

di↵erent training set—with 2 copies of the second example, and one copy each

of the third, fourth and fifth, but no copies of the first example. These random

di↵erences between training sets are exploited to build di↵erent models, in the

Bagging algorithm:

Bagging (input training data+labels T , number of models M)

for j = 1 to M do

Take a bootstrap sample T 0
from T

Build a model using T 0
.

Add the model to the set.

end for

return set of models

For a test point x, get a response from each model, and take a majority vote.

Generating a new dataset by “Bootstrapping”

 - sample N items with replacement from the original N
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Model	1

Dataset	1	 Bootstrap: Sample N examples,
with replacement, from the original N.
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1.2 Bagging
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1.2. MACHINE LEARNING ALGORITHMS NEED DATA 3

we recorded, such as the time/place/amount of the transaction, or whether it

turned out to be a fraudulent transaction. In technical terms, the objects are

known as examples, and the characteristics are known as features. The features EXAMPLES

FEATURES
could be continuous variables, such as time/amounts, or binary/categorical val-

ues, or a mixture of both. Let’s take an example of some data that a doctor

may encounter in a healthcare situation: the examples would be patients that

the doctor had seen over a period of time, and the features would be various

measurements taken on those patients. The set of measurements might be:

Height (cm)

Weight (kg)

Systolic blood pressure (mmHg)

Diastolic blood pressure (mmHg)

Blood sugar after meal (mM)

Diagnosed with diabetes? (1/0)

These would be taken from di↵erent patients, and arranged in a table:

x1 x2 x3 x4 x5 y
187 80 120 30 4.5 0
160 70 119 36 5.6 0
150 80 185 60 8.8 1
192 92 140 50 6.8 1
168 110 155 45 7.8 1

Here each row is a person (one of our examples), and each column is a mea-

surement (our features). Notice that we’ve given them shorthand names, so x
1

is the height, x
2

is the weight, x
3

is the systolic blood pressure, etc. Notice

in particular that we’ve given the final measurement, the diabetes diagnosis, a

di↵erent notation, y — this is what we call the label for each example. In this LABEL

case it is binary, but in general it could be continuous or categorical. Now, given

our data, we will consider two things we might want to do with it.

Prediction : We may wish to use data to predict something about some future SUPERVISED
LEARNING

as yet unseen data. For example, we might use this healthcare data to

predict the labels (i.e. diagnosis) for new patients, advising them if they

are at risk of developing diabetes. The key point here is the new patients

have never been seen before — so the learning system needs to be able to

pick up on general patterns in the x data we provide, that are predictive

of the disease y. These are known as supervised learning algorithms, since

the “ground truth” labels are provided for each patient.

Description : Some data is too complex to understand, in which case we may UNSUPERVISED
LEARNING

wish to see it described or visualised in a di↵erent way. For example, by

visualising health data we might find that there are in fact sub-types of a

disease – e.g. type-I and type-II diabetes — which need to be treated in

di↵erent ways. These are known as unsupervised learning algorithms, as

they are generally applied when we do not know the ground truth label y
for each patient, and just wish to analyse patterns in the x data.
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This shows a dataset (left) and two bootstrap samples taken from it (right).

Notice that the first bootstrap (top right) contains 2 copies of the third and

fifth examples, but none of the second or fourth. The second bootstrap (bottom

right) is generated by following the same randomised procedure, but results in a

di↵erent training set—with 2 copies of the second example, and one copy each

of the third, fourth and fifth, but no copies of the first example. These random

di↵erences between training sets are exploited to build di↵erent models, in the

Bagging algorithm:

Bagging (input training data+labels T , number of models M)

for j = 1 to M do

Take a bootstrap sample T 0
from T

Build a model using T 0
.

Add the model to the set.

end for

return set of models

For a test point x, get a response from each model, and take a majority vote.

The “Bagging” algorithm



Model Stability

Some models are almost completely unaffected by bootstrapping.

These are stable models.  Not so suitable for ensemble methods.

Highly Stable

Highly Unstable

SVM

KNN

Naïve Bayes

Logistic Regression / Perceptrons

Neural Networks

Decision Trees



4 CHAPTER 1. ENSEMBLE MODELS

1.3 Random Forests

Remember I said there were only two ML algorithms that I’d be willing to bet

my life on? SVMs were one. The other is called “Random Forests”, and if I

really had to just go with one... Random Forests are it. RF works only for deci-

sion trees, hence the name—a forest of randomized trees. The randomisation is

generated via two mechanisms: a bootstrap, (as in Bagging), and a random

selection of features at each split point. The algorithm is:

Random Forests (input training data+labels T , number of trees M)

for j = 1 to M do

Take a bootstrap sample T 0
from T

Build a decision tree using T 0
, but, at every split point:

- Choose a random fraction K of the remaining features,

- Pick the best feature (minimising cost) from that subset.

Add the tree to the set, without pruning

end for

return set of trees

For a test point x, get a response from each tree, and take a majority vote.

We see that the trees are e↵ectively forced to not choose the best feature at

every split, but in a random way. The result is that the trees will all be a little

bit di↵erent, but still quite accurate. The majority vote ensures that the little

drop in accuracy for each tree doesn’t matter too much, and the di↵erences

between them ensures that they don’t make simultaneous mistakes. The lack

of pruning ensures that we don’t force them to be too simple, otherwise, they

might become too similar to each other.

The final result is a very strong classifier. Random Forests are in fact the

basis of how the popular Microsoft Kinect controller for Xbox works, when itMICROSOFT
KINECT

identifies where your body parts are for tracking.

Figure 1.1: Typical result of random forest, the trees are diverse and accurate.

Use bagging on a set of decision trees.

How can we make them even more diverse?
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Real-time human pose recognition in parts from single depth images
Computer Vision and Pattern Recognition 2011
Shotton et al, Microsoft Research

Figure 3. Depth image features. The yellow crosses indicates the
pixel x being classified. The red circles indicate the offset pixels
as defined in Eq. 1. In (a), the two example features give a large
depth difference response. In (b), the same two features at new
image locations give a much smaller response.

parts for left and right allow the classifier to disambiguate
the left and right sides of the body.

Of course, the precise definition of these parts could be
changed to suit a particular application. For example, in an
upper body tracking scenario, all the lower body parts could
be merged. Parts should be sufficiently small to accurately
localize body joints, but not too numerous as to waste ca-
pacity of the classifier.

3.2. Depth image features
We employ simple depth comparison features, inspired

by those in [20]. At a given pixel x, the features compute

f✓(I,x) = dI

✓
x+

u

dI(x)

◆
� dI

✓
x+

v

dI(x)

◆
, (1)

where dI(x) is the depth at pixel x in image I , and parame-
ters ✓ = (u,v) describe offsets u and v. The normalization
of the offsets by 1

dI(x)
ensures the features are depth invari-

ant: at a given point on the body, a fixed world space offset
will result whether the pixel is close or far from the camera.
The features are thus 3D translation invariant (modulo per-
spective effects). If an offset pixel lies on the background
or outside the bounds of the image, the depth probe dI(x

0
)

is given a large positive constant value.
Fig. 3 illustrates two features at different pixel locations

x. Feature f✓1 looks upwards: Eq. 1 will give a large pos-
itive response for pixels x near the top of the body, but a
value close to zero for pixels x lower down the body. Fea-
ture f✓2 may instead help find thin vertical structures such
as the arm.

Individually these features provide only a weak signal
about which part of the body the pixel belongs to, but in
combination in a decision forest they are sufficient to accu-
rately disambiguate all trained parts. The design of these
features was strongly motivated by their computational effi-
ciency: no preprocessing is needed; each feature need only
read at most 3 image pixels and perform at most 5 arithmetic
operations; and the features can be straightforwardly imple-
mented on the GPU. Given a larger computational budget,
one could employ potentially more powerful features based
on, for example, depth integrals over regions, curvature, or
local descriptors e.g. [5].

… 
tree 1 tree 𝑇 

(𝐼, x) (𝐼, x) 

𝑃 (𝑐) 
𝑃 (𝑐) 

Figure 4. Randomized Decision Forests. A forest is an ensemble
of trees. Each tree consists of split nodes (blue) and leaf nodes
(green). The red arrows indicate the different paths that might be
taken by different trees for a particular input.

3.3. Randomized decision forests
Randomized decision trees and forests [35, 30, 2, 8] have

proven fast and effective multi-class classifiers for many
tasks [20, 23, 36], and can be implemented efficiently on the
GPU [34]. As illustrated in Fig. 4, a forest is an ensemble
of T decision trees, each consisting of split and leaf nodes.
Each split node consists of a feature f✓ and a threshold ⌧ .
To classify pixel x in image I , one starts at the root and re-
peatedly evaluates Eq. 1, branching left or right according
to the comparison to threshold ⌧ . At the leaf node reached
in tree t, a learned distribution Pt(c|I,x) over body part la-
bels c is stored. The distributions are averaged together for
all trees in the forest to give the final classification

P (c|I,x) = 1

T

TX

t=1

Pt(c|I,x) . (2)

Training. Each tree is trained on a different set of randomly
synthesized images. A random subset of 2000 example pix-
els from each image is chosen to ensure a roughly even dis-
tribution across body parts. Each tree is trained using the
following algorithm [20]:

1. Randomly propose a set of splitting candidates � =

(✓, ⌧) (feature parameters ✓ and thresholds ⌧ ).
2. Partition the set of examples Q = {(I,x)} into left

and right subsets by each �:

Ql(�) = { (I,x) | f✓(I,x) < ⌧ } (3)
Qr(�) = Q \Ql(�) (4)

3. Compute the � giving the largest gain in information:

�?
= argmax

�
G(�) (5)

G(�) = H(Q)�
X

s2{l,r}

|Qs(�)|
|Q| H(Qs(�)) (6)

where Shannon entropy H(Q) is computed on the nor-
malized histogram of body part labels lI(x) for all
(I,x) 2 Q.

4. If the largest gain G(�?
) is sufficient, and the depth in

the tree is below a maximum, then recurse for left and
right subsets Ql(�

?
) and Qr(�

?
).

•  Basis of Kinect controller

•  Features are simple image properties

•  Test phase: 200 frames per sec on GPU

•  Train phase more complex but still parallel

Figure 5. Example inferences. Synthetic (top row); real (middle); failure modes (bottom). Left column: ground truth for a neutral pose as
a reference. In each example we see the depth image, the inferred most likely body part labels, and the joint proposals show as front, right,
and top views (overlaid on a depth point cloud). Only the most confident proposal for each joint above a fixed, shared threshold is shown.

To keep the training times down we employ a distributed
implementation. Training 3 trees to depth 20 from 1 million
images takes about a day on a 1000 core cluster.

3.4. Joint position proposals
Body part recognition as described above infers per-pixel

information. This information must now be pooled across
pixels to generate reliable proposals for the positions of 3D
skeletal joints. These proposals are the final output of our
algorithm, and could be used by a tracking algorithm to self-
initialize and recover from failure.

A simple option is to accumulate the global 3D centers
of probability mass for each part, using the known cali-
brated depth. However, outlying pixels severely degrade
the quality of such a global estimate. Instead we employ a
local mode-finding approach based on mean shift [10] with
a weighted Gaussian kernel.

We define a density estimator per body part as

fc(ˆx) /
NX

i=1

wic exp

 
�
����
ˆ

x� ˆ

xi

bc

����
2
!

, (7)

where ˆ

x is a coordinate in 3D world space, N is the number
of image pixels, wic is a pixel weighting, ˆxi is the reprojec-
tion of image pixel xi into world space given depth dI(xi),
and bc is a learned per-part bandwidth. The pixel weighting
wic considers both the inferred body part probability at the
pixel and the world surface area of the pixel:

wic = P (c|I,xi) · dI(xi)
2 . (8)

This ensures density estimates are depth invariant and gave
a small but significant improvement in joint prediction ac-
curacy. Depending on the definition of body parts, the pos-
terior P (c|I,x) can be pre-accumulated over a small set of
parts. For example, in our experiments the four body parts
covering the head are merged to localize the head joint.

Mean shift is used to find modes in this density effi-
ciently. All pixels above a learned probability threshold �c

are used as starting points for part c. A final confidence es-
timate is given as a sum of the pixel weights reaching each
mode. This proved more reliable than taking the modal den-
sity estimate.

The detected modes lie on the surface of the body. Each
mode is therefore pushed back into the scene by a learned
z offset ⇣c to produce a final joint position proposal. This
simple, efficient approach works well in practice. The band-
widths bc, probability threshold �c, and surface-to-interior
z offset ⇣c are optimized per-part on a hold-out validation
set of 5000 images by grid search. (As an indication, this
resulted in mean bandwidth 0.065m, probability threshold
0.14, and z offset 0.039m).

4. Experiments
In this section we describe the experiments performed to

evaluate our method. We show both qualitative and quan-
titative results on several challenging datasets, and com-
pare with both nearest-neighbor approaches and the state
of the art [13]. We provide further results in the supple-
mentary material. Unless otherwise specified, parameters
below were set as: 3 trees, 20 deep, 300k training images
per tree, 2000 training example pixels per image, 2000 can-
didate features ✓, and 50 candidate thresholds ⌧ per feature.
Test data. We use challenging synthetic and real depth im-
ages to evaluate our approach. For our synthetic test set,
we synthesize 5000 depth images, together with the ground
truth body part labels and joint positions. The original mo-
cap poses used to generate these images are held out from
the training data. Our real test set consists of 8808 frames of
real depth images over 15 different subjects, hand-labeled
with dense body parts and 7 upper body joint positions. We
also evaluate on the real depth data from [13]. The results
suggest that effects seen on synthetic data are mirrored in
the real data, and further that our synthetic test set is by far
the ‘hardest’ due to the extreme variability in pose and body
shape. For most experiments we limit the rotation of the
user to ±120

� in both training and synthetic test data since
the user is facing the camera (0�) in our main entertainment
scenario, though we also evaluate the full 360� scenario.
Error metrics. We quantify both classification and joint
prediction accuracy. For classification, we report the av-
erage per-class accuracy, i.e. the average of the diagonal of
the confusion matrix between the ground truth part label and
the most likely inferred part label. This metric weights each



Sequential Ensemble Methods

data + labels

Model	1 Model	2

Dataset	2	

Model	3

Dataset	3	

Model	4

Dataset	4	

Each model corrects the mistakes of its predecessor.



4 Boosting

We will now see a sequential method for constructing the ensemble, where each classifier aims to
correct the errors of its predecessors; the procedure we will consider is called ‘Boosting’.

4.1 The General Idea

The general idea of Boosting is to train models sequentially, with a new model trained at each round.
At the end of each round, mis-classified examples are identified and have their emphasis increased,
while correct examples have their emphasis decreased. The emphasis placed on across the examples is
stored in a distribution D, which is fed into the start of the each round, and a new model is trained.
The hope is that subsequent models should be able to compensate for errors made by earlier models.

Boosting: input training data+labels {(x1, y1)...(xN

, y
N

)}, and required number of models T

Define a distribution over the training set, D1(i) = 1
N

, 8i.
for t = 1 to T do

Build a model h
t

from the training set, using distribution D
t

.
Update D

t+1 from D
t

:
Increase the weight on examples that h

t

incorrectly classifies.
Decrease the weight on examples that h

t

correctly classifies.
end for
For a new testing point (x0, y0), we take a weighted majority vote from {h1, ...hT

}.

All Boosting algorithms work in roughly this way — di↵ering only in how they update D, what
loss function they use to construct the classifiers at each step, and how they assign weights for the
weighted majority vote.

Figure 16: General principle of boosting – each model receives a dataset generated based on the errors
made by its predecessor.

It is important to know that Boosting occupies somewhat of a special place in the history of
ensemble methods. Though the procedure seems heuristic, the algorithm is in fact grounded in a
rich body of literature from computational learning theory. In 1989, Schapire addressed a question
on the nature of two complexity classes of learning problems. The two classes are strongly learnable

and weakly learnable problems. Schapire showed that these classes were equivalent; this had the
corollary that a weak model, EXPLAIN WEAK MODELS? performing only slightly better than
random guessing, should be able to be “boosted” into an arbitrarily accurate strong model. The
original Boosting algorithm (by Freund) was a proof by construction of this equivalence, though had a
number of impractical assumptions built-in. Schapire and Freund later improved upon this, producing
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“Boosting”







Half the distribution (~effort) goes on the incorrect examples.



Half the distribution (~effort) goes on the incorrect examples.



Half the distribution (~effort) goes on the incorrect examples.



Half the distribution (~effort) goes on the incorrect examples.



Requirement

Each model should be 
slightly better than 
random guessing on its 
own dataset, i.e. it is a...

   “weak model”



Can your classifier naturally take 
advantage of a weighted distribution?

no

yes Boosting by “Reweighting”
(e.g. using Naive Bayes)

Boosting by “Resampling”
(e.g. using linear discriminants)



•  Very rich history in computational learning theory

•  Existence of algorithm was predicted before invention!

•  Most well known = “Adaboost”, ADAptive BOOSTing

•  Naturally for two classes, multiclass extensions possible.

•  MANY MANY extensions, e.g. regression, ranking etc

The Boosting Family of Algorithms



Boosting – an informal description

Input:	
Training	dataset	T	
Probability	distribu<on	D	over	the	examples	in	T	
	
For	j	=	1	to	M	
	

	Sample	new	dataset	from	T	according	to	D	
	

	Build	new	model	h(j)	using	this	sampled	set	
	Calculate	voIng	strength	for	h(j)	according	to	errors	on	the	sample		

	
	Update	D	according	to	where	h(j)	makes	mistakes	on	original	T	

	
End		



Boosting

1.4. ADABOOST 5

1.4 Adaboost

Adaboost is the most well known of the Boosting family of algorithms. The

algorithm trains models sequentially, with a new model trained at each round.

At the end of each round, mis-classified examples are identified and have their

emphasis increased in a new training set which is then fed back into the start

of the next round, and a new model is trained. The idea is that subsequent

models should be able to compensate for errors made by earlier models.

Adaboost occupies somewhat of a special place in the history of ensem-

ble methods. Though the procedure seems heuristic, the algorithm is in fact

grounded in a rich learning-theoretic body of literature. Robert Schapire ad-

dressed a question on the nature of two complexity classes of learning prob-

lems. The two classes are strongly learnable and weakly learnable problems.

Schapire showed that these classes were equivalent; this had the corollary that

a weak model, performing only slightly better than random guessing, could

be “boosted” into an arbitrarily accurate strong model. The original Boosting

algorithm was a proof by construction of this equivalence, though had a num-

ber of impractical assumptions built-in. The Adaboost algorithm was the first

practical Boosting method. The procedure is shown below. Some similarities

with Bagging are evident; a key di↵erence is that at each round t, Bagging has

a uniform distribution Dt, while Adaboost adapts a non-uniform distribution,

and while Bagging e↵ectively trains models in parallel, Adaboost builds models

sequentially.

Adaboost (input training data+labels T , number of models M)

Input: Training set T = {(x
1

, y
1

), (x
2

, y
2

), ..., (xN , yN )}, where yi 2 {�1, +1}

Define a uniform distribution D
1

(i) over elements of T .

for j = 1 to M do

Train a model hj using a dataset sampled from T using distribution Dj .

Calculate ✏j =

P
i2T �(hj(xi) 6= yi)

If ✏j � 0.5 break

Set ↵j =

1

2

ln

⇣
1�✏j
✏j

⌘

Update Dj+1

(i) =

Dj(i) exp(�↵jyihj(xi))

Zj

where Zj is a normalization factor so that Dj+1

is a valid distribution.

end for

For a new testing point (x

0, y0
), we take a weighted majority vote, which can

be implemented as, H(x0
) = sign

⇣PM
j=1

↵jhj(x
0
)

⌘



Ensemble Methods: Summary

•  Treats models as a committee

•  Responsible for major advances in industrial ML
Random Forests = Kinect
Boosting = Face Recognition in Phone Cameras

•  Tend to work extremely well “off-the-shelf” – no parameter tuning.


