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Support	Vector	Machines	



Reminder	

Chapter 1

Welcome

Welcome to COMP61011 Machine Learning.

This handbook gives an overview of the logistics of the module: schedule, deadlines, lab work, marking
schemes, etc. The contact hours are 9-5, on Wednesdays, up until reading week.

1.1 Schedule

The rough schedule each week is to do discussion sessions and lectures in the mornings, and lab sessions
in the afternoons.

0900-1000 Discussion sessions on the assigned reading

1030-1200 Lecture on new material

1200-1300 Lunch

1300-1700 Lab sessions

Attendance at the morning sessions, 9-12, is compulsory. Please pay me (and your fellow students)
the respect of being on time. The lab sessions are strongly advised, as this is when you will meet your
assigned Lab Helper and make progress on your lab assignments. Note that we may not always follow
this structure - I will customise the module to how the class feels about each topic. So, please don’t just
try skipping the discussion sessions, as that week I may well have flipped it around and done the new
lecture material at 9am.

The topics are covered in the order of the “COMP61011 Guide to Machine Learning” which you should
all have a copy of. The schedule for the 6 weeks of the module is:

Week Lectures Homework Lab
1 Chapters 1+2 Chapter 3 Week 1 lab targets
2 Chapter 4 Chapter 5 Week 2 lab targets
3 Chapter 6 Chapter 7 Week 3 lab targets
4 Chapter 8 Project Project (deadline)
5 Chapters 9+10 Project Project
6 - Project Project (deadlne)

Please note that you have assigned reading tasks, under ‘homework’ above. You are expected to do
this, and all material delivered each week will assume you have done so. Please do not fall behind.

The nature of the lab sessions and projects will be explained in the following sections.
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Support	Vector	Machines	

1.  State	of	the	Art	model	

2.  Very	mathema=cal	–	invented	by	Russian	mathema=cian	
Vladmir	Vapnik	in	mid	1960s,	and	ideas	much	extended	in	1990s	

3.  Uses	a	new	type	of	loss	func=on	and	learning	algorithm.	
-	unique	error	landscape	minimum,	so	no	need	for	itera?ve	algorithm	

4.  Can	solve	non-linearly	separable	problems.	
	



Support	Vector	Machines	

The	“no	maths”	version	



Several	possible	decision	boundaries	
-	All	get	100%	accuracy	on	this	training	data.	



Several	possible	decision	boundaries	
The	SVM	finds	this	one	–	the	boundary	furthest	from	the	two	clusters	
	

Distance	to	the	closest	training	point	is	called	the	“margin”.	
(and	equal	on	both	sides	of	the	boundary)	

margin	
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Several	possible	decision	boundaries	
The	SVM	finds	this	one	–	the	boundary	furthest	from	the	two	clusters	
	

The	circled	points	are	called		
SUPPORT	VECTORS	

All	other	points	can	move	freely.	
Solu=on	only	dependent	on	SVs.	



What	about	outliers?	
This	is	the	“op=mal”	boundary	–	doesn’t	seem	so	clever	though.	



What	about	outliers?	
This	is	the	“op=mal”	boundary	–	doesn’t	seem	so	clever	though.	
	

…	SVM	can	selec=vely	ignore	certain	datapoints	



What	about	much	more	complicated	data?	



What	about	much	more	complicated	data?	
	-	project	into	high	dimensional	space,	and	solve	with	a	linear	model	
	-	project	back	to	the	original	space,	and	the	linear	boundary	becomes	non-linear	

2D	 3D	



SVMs	–	slightly	more	technical	terms	

Finds	the	boundary	with	“maximum	margin”	

Uses	“slack	variables”	to	deal	with	outliers	

Uses	“kernels”,	and	the	“kernel	trick”,	
to	solve	nonlinear	problems.	



Support	Vector	Machines	

The	“some	maths”	version	
	



Margin	

4CHAPTER 4. GEOMETRICMODELS II: SUPPORT VECTORMACHINES

The margin of a decision boundary is the perpendicular distance to theMARGIN

closest training datapoint.

margin'

The natural choice of decision boundary would be the one that has maximum
margin. The Support Vector Machine finds this decision boundary.MAXIMUM MARGIN

Using a bit of quite complex geometry (see the original SVM paper, at the
end of this chapter), it was proven that the margin for a decision boundary is
inversely proportional to the length of its parameter vector w. More formally,

margin / 1

||w|| (4.1)

where the length of w is given by ||w|| =
q

Pd
j=1 w

2
j . So, in order to maximise

the margin, we can equivalently minimise ||w||. However, the obvious solution
is just to set wj = 0 for all j, which would clearly be an awful model, just setting
all parameters to zero. So, we need a constraint, to ensure that the parameters
do not shrink too much, but are balanced against the need to correctly classify
the data points. This constraint is encoded by the hinge loss function.

4.3 SVM loss function and Learning Algorithm

The convention in SVM terminology is to have class labels that are �1/+1, or
written more formally y 2 {�1,+1}. We remember of course that the linear
model f(x) = w

T
x � t has value 0 for an x that sits exactly on the decision

boundary, and is positive on one side, negative on the other. So, combining
these two facts, we know that if,

yif(xi) > 0 (4.2)

then the data point was correctly classified by the model. Take a minute to
think about this, as this simple notational trick will be used again and again
through the following sections.
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w	

See	notes	for	proof.	



Hinge	loss	func=on	
4.3. SVM LOSS FUNCTION AND LEARNING ALGORITHM 5

The “hinge” loss function makes use of this, and can be stated as,

Lhinge = max
n

0, 1� yif(xi)
o

(4.3)

Or graphically,
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Figure 4.1: The “hinge” loss function. Notice that the loss decreases linearly
until f(x) > 1, at which point the “hinge” turns the loss to zero. This ensures
that once the model is correct with certain confidence, it is not penalised any
further.

The hinge point means that the loss is not continuously di↵erentiable, hence
we cannot use gradient descent as our learning algorithm here. Instead, we’ll
formalize our SVM error function such that we can use a di↵erent learning
algorithm.

If we combine the need to minimise ||w|| with the need to minimise the hinge
loss, and sum over all training data points, we get our SVM error function,

E =
N
X

i=1

max
n

0, 1� yif(xi)
o

+
1

2

d
X

j=1

w

2
j (4.4)

Notice that instead of minimising ||w||, we have chosen to minimise the square
root, with a constant 1

2 placed in front of it. This is important as it makes our
SVM error function into a quadratic programming (QP) problem with linear QUADRATIC

PROGRAMMINGconstraints. The 1
2

P

j w
2
j is the quadratic part, and the hinge loss is the linear

constraint.
The learning algorithm for SVMs is therefore any QP solver, of

which there are many, highly e�cient, implementations. While for
logistic regression, we played with the details of gradient descent, and maybe
you even implemented it, the details of QP solvers are quite complex, and it is
not really recommended that you try to implement them yourself.
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Assume	

…	then	if	

…	the	model	was	correct.	

But	non-differen=able!	
Gradient	descent	not	possible!	



SVM	error	func=on	=	hinge	loss	+	1/margin	

4.3. SVM LOSS FUNCTION AND LEARNING ALGORITHM 5

The “hinge” loss function makes use of this, and can be stated as,
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o

(4.3)
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Figure 4.1: The “hinge” loss function. Notice that the loss decreases linearly
until f(x) > 1, at which point the “hinge” turns the loss to zero. This ensures
that once the model is correct with certain confidence, it is not penalised any
further.

The hinge point means that the loss is not continuously di↵erentiable, hence
we cannot use gradient descent as our learning algorithm here. Instead, we’ll
formalize our SVM error function such that we can use a di↵erent learning
algorithm.

If we combine the need to minimise ||w|| with the need to minimise the hinge
loss, and sum over all training data points, we get our SVM error function,
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root, with a constant 1
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j w
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j is the quadratic part, and the hinge loss is the linear

constraint.
The learning algorithm for SVMs is therefore any QP solver, of

which there are many, highly e�cient, implementations. While for
logistic regression, we played with the details of gradient descent, and maybe
you even implemented it, the details of QP solvers are quite complex, and it is
not really recommended that you try to implement them yourself.
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The natural choice of decision boundary would be the one that has maximum
margin. The Support Vector Machine finds this decision boundary.MAXIMUM MARGIN

Using a bit of quite complex geometry (see the original SVM paper, at the
end of this chapter), it was proven that the margin for a decision boundary is
inversely proportional to the length of its parameter vector w. More formally,
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||w|| (4.1)

where the length of w is given by ||w|| =
q

Pd
j=1 w

2
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the margin, we can equivalently minimise ||w||. However, the obvious solution
is just to set wj = 0 for all j, which would clearly be an awful model, just setting
all parameters to zero. So, we need a constraint, to ensure that the parameters
do not shrink too much, but are balanced against the need to correctly classify
the data points. This constraint is encoded by the hinge loss function.

4.3 SVM loss function and Learning Algorithm

The convention in SVM terminology is to have class labels that are �1/+1, or
written more formally y 2 {�1,+1}. We remember of course that the linear
model f(x) = w

T
x � t has value 0 for an x that sits exactly on the decision

boundary, and is positive on one side, negative on the other. So, combining
these two facts, we know that if,

yif(xi) > 0 (4.2)

then the data point was correctly classified by the model. Take a minute to
think about this, as this simple notational trick will be used again and again
through the following sections.

hinge	loss	
(summed	over	datapoints)	
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…where	

propor=onal	to	the	inverse	
of	the	margin,	1/m	

1
2
w 2



Learning	algorithm	for	SVM?	
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The “hinge” loss function makes use of this, and can be stated as,
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0, 1� yif(xi)
o
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Figure 4.1: The “hinge” loss function. Notice that the loss decreases linearly
until f(x) > 1, at which point the “hinge” turns the loss to zero. This ensures
that once the model is correct with certain confidence, it is not penalised any
further.

The hinge point means that the loss is not continuously di↵erentiable, hence
we cannot use gradient descent as our learning algorithm here. Instead, we’ll
formalize our SVM error function such that we can use a di↵erent learning
algorithm.

If we combine the need to minimise ||w|| with the need to minimise the hinge
loss, and sum over all training data points, we get our SVM error function,

E =
N
X

i=1

max
n

0, 1� yif(xi)
o

+
1
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d
X

j=1

w

2
j (4.4)

Notice that instead of minimising ||w||, we have chosen to minimise the square
root, with a constant 1

2 placed in front of it. This is important as it makes our
SVM error function into a quadratic programming (QP) problem with linear QUADRATIC

PROGRAMMINGconstraints. The 1
2

P

j w
2
j is the quadratic part, and the hinge loss is the linear

constraint.
The learning algorithm for SVMs is therefore any QP solver, of

which there are many, highly e�cient, implementations. While for
logistic regression, we played with the details of gradient descent, and maybe
you even implemented it, the details of QP solvers are quite complex, and it is
not really recommended that you try to implement them yourself.

Gradient	descent	not	possible.	
	
But,	this	is	a	quadra=c	func=on	with	linear	constraints.	
So	we	can	use	“quadraBc	programming”	algorithms.	
	
QP	solvers	are	standard	and	efficient	–	like	“sqrt(x)”,	nobody	programs	it	themselves.	



Slack	variables	
(aka	soh	margins)	
	

outlier	



Slack	variables	
(aka	soh	margins)	
	

4.4. SVMS WITH “SOFT” MARGINS 7

The one on the left is correctly classifying all the training points, whereas the
one on the right makes one classification error. However, it’s quite clear from
looking at the scatterplot, that there is an ‘outlier’ datapoint, one that was
probably mis-labeled when our dataset was constructed. Wouldn’t it be nice if
we had a way of modifying our SVM loss function such that it could automati-
cally take account of things like this, without us having to scatterplot and look
for outliers? Well fortunately there is, and it’s called the soft margin SVM. SOFT MARGIN SVM

We now modify our hinge loss function, to include slack1 variables. The new SLACK VARIABLES

loss function is,

Lhinge = max
n

0, 1� yif(xi)� ⇠i

o

, (4.5)

or, graphically,
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Hinge
Hinge with slack ξ=0.3

This gives allowance for data points that might be mislabelled—the slack vari-
able ⇠i is the amount of slack given to datapoint xi. If the slack for a point is
greater than 1, it means the datapoint is “allowed” to be incorrectly classified,
so as to allow the overall dataset to be reasonably well classified. If it is greater
than 0, then it is allowed to violate the margins, hence why this is called the
‘soft’ margin’ SVM. These concepts are illustrated in figure 4.3.

The slack however does not come without a price. For each bit of slack, the
SVM must pay a penalty. The error function for the soft margin SVM turns
out to be a simple modification of the original:

E =
N
X

i=1

max
n

0, 1� yif(xi)� ⇠i

o

+
1

2

d
X

j=1

w

2
j + C

N
X

i=1

⇠i (4.6)

where we have used the hinge loss with slack, and included a penalty C

P

i ⇠i,
which penalises the SVM for allowing slack variables. The problem therefore
becomes a tradeo↵ between allowing slack and optimising the loss function, all
while maximising the margin. The trade-o↵ can be influenced by the user via
the coe�cient C. The value of C roughly translates as how “soft” the margins

1Dictionary definition of “slack”: to loosen, to make allowance for, to be less strict
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Figure 4.1: The “hinge” loss function. Notice that the loss decreases linearly
until f(x) > 1, at which point the “hinge” turns the loss to zero. This ensures
that once the model is correct with certain confidence, it is not penalised any
further.

The hinge point means that the loss is not continuously di↵erentiable, hence
we cannot use gradient descent as our learning algorithm here. Instead, we’ll
formalize our SVM error function such that we can use a di↵erent learning
algorithm.

If we combine the need to minimise ||w|| with the need to minimise the hinge
loss, and sum over all training data points, we get our SVM error function,
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Notice that instead of minimising ||w||, we have chosen to minimise the square
root, with a constant 1

2 placed in front of it. This is important as it makes our
SVM error function into a quadratic programming (QP) problem with linear QUADRATIC

PROGRAMMINGconstraints. The 1
2

P

j w
2
j is the quadratic part, and the hinge loss is the linear

constraint.
The learning algorithm for SVMs is therefore any QP solver, of

which there are many, highly e�cient, implementations. While for
logistic regression, we played with the details of gradient descent, and maybe
you even implemented it, the details of QP solvers are quite complex, and it is
not really recommended that you try to implement them yourself.

4.4. SVMS WITH “SOFT” MARGINS 7

The one on the left is correctly classifying all the training points, whereas the
one on the right makes one classification error. However, it’s quite clear from
looking at the scatterplot, that there is an ‘outlier’ datapoint, one that was
probably mis-labeled when our dataset was constructed. Wouldn’t it be nice if
we had a way of modifying our SVM loss function such that it could automati-
cally take account of things like this, without us having to scatterplot and look
for outliers? Well fortunately there is, and it’s called the soft margin SVM. SOFT MARGIN SVM

We now modify our hinge loss function, to include slack1 variables. The new SLACK VARIABLES

loss function is,
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This gives allowance for data points that might be mislabelled—the slack vari-
able ⇠i is the amount of slack given to datapoint xi. If the slack for a point is
greater than 1, it means the datapoint is “allowed” to be incorrectly classified,
so as to allow the overall dataset to be reasonably well classified. If it is greater
than 0, then it is allowed to violate the margins, hence why this is called the
‘soft’ margin’ SVM. These concepts are illustrated in figure 4.3.

The slack however does not come without a price. For each bit of slack, the
SVM must pay a penalty. The error function for the soft margin SVM turns
out to be a simple modification of the original:

E =
N
X

i=1

max
n

0, 1� yif(xi)� ⇠i

o

+
1

2

d
X

j=1

w

2
j + C

N
X

i=1

⇠i (4.6)

where we have used the hinge loss with slack, and included a penalty C

P

i ⇠i,
which penalises the SVM for allowing slack variables. The problem therefore
becomes a tradeo↵ between allowing slack and optimising the loss function, all
while maximising the margin. The trade-o↵ can be influenced by the user via
the coe�cient C. The value of C roughly translates as how “soft” the margins

1Dictionary definition of “slack”: to loosen, to make allowance for, to be less strict
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will be. A higher value means more the penalty for margin violations is very
severe, hence a stricter SVM solution. A very small value says no penalty for
slack variables, hence we are allowed to make mistakes. The default value is
usually C = 1. The e↵ect is illustrated graphically in figure 4.4.

ξ j = 0.6

ξi =1.3

Figure 4.3: Soft margin SVM. The ⇠ values are optimized by the QP algorithm,
allowing the margin to “soften” at certain points along its length, essentially
allowing the SVM to ignore points that cross over its boundary.
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Figure 4.4: The e↵ect of C, the slack variable penalty. A large value (left) means
a very strict penalty, so a very strict SVM solution will be found, even if the
margin is small. A smaller value (right) means some data points are allowed to
violate the margins, hence an approximate SVM solution is found, but it has a
larger margin.



Take	a	Break.	
	

	

	Grab	a	coffee.	

	Talk	about	this	material	with	your	neighbours.	

	

	

	Aher	the	break	–	the	“kernel	trick”.	
	


