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Introducing Multiobjective Optimization

So far: single-objective problems only

But in life, in engineering, business, etc we normally care about multiple goals or
performance measures of a solution.

E.g. a mobile phone: price, display, camera, battery life, apps.
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Introducing Multiobjective Optimization

How do we optimize several things at once? ... it’s not simple

There are several things to consider:

- What is our “solution concept” ? (Is there such a thing as an
optimal solution any more?)

- More generally, how do we compare two solutions?

- How do we make an optimization algorithm that works?

- How do we measure the performance of the optimization
algorithm?
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The General Multiobjective Optimization Problem

“Minimize” ~z = ~f (x) = (f1(x), f2(x), . . . , fk(x))T subject to x ∈ X

This is a vector minimization problem, and “minimize” is in quotes to indicate that this
is to be defined (it has more than one possible meaning).
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Note: the problem generalizes single-objective optimization; in most real problems,
the objectives are multiple and conflicting
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Example from Operations Research

Production Planning

max machine utilization balancing
max production rate
min throughput time
min overtime

Notice: objectives are incommensurable. This means measured in different units on
different scales.

It is clearly hard to optimize all these things at the same time. Usually we have to find
a trade-off or compromise

Objectives are in addition to several (hard) constraints.
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Example from consumer goods design

Conditioner design

max shine
max body
min “fuss” (absorption time)
min residue
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Example from Design Engineering

Aircraft preliminary design

min Take-off Distance
min Landing Speed
max Ferry Range
max Sustained Turn Rate
max Mass Take-off
min Wing Span

(after Parmee et al, 2000)

utility

1

0
obj value

Fig. Utility functions: (solid) aiming at a
range of values; (dashed) aiming for

some minimum value

Objectives are many and conflicting. Can use utility functions to convert from raw
objectives to preferred ranges
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I. Solution Concept

−→ Solutions are members of the Pareto set...
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Dominance Relations

Key Question: How can different vectors in objective space be compared to
determine which are better? Which are ”solutions” ?
One Answer: Use the concept of dominance.

Two-objective example:
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Which is best? Not clear: depends
upon importance and scaling factors

a dominates b, no matter which
objective is more important / or how
they are rescaled

Thus, some pairs of vectors can be compared even when objectives are measured in
different units on different scales
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More Dominance Relations

Graphically, in two objectives:
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More Dominance Relations

In words:

a dominates b if it is better in at least one objective and worse in none. We write
a � b.

a weakly dominates b if it dominates b or is equal to b. We also write a � b.

a strongly dominates b if it is strictly better than b in all objectives. We also write
a �� b.

a is incomparable to b if neither a nor b dominates the other, and they are not equal
to one another. We write a ‖ b.

NOTE: a �� b⇒ a � b⇒ a � b
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The Dominance Partial Order

The dominance relation is
- transitive: a � b and b � c⇒ a � c
- irreflexive: a 6� a
- antisymmetric: a � b⇒ b ≺ a

The incomparable relation is
- non-transitive: a ‖ b and b ‖ c 6⇒ a ‖ c
- irreflexive: a 6 ‖ a
- symmetric: a ‖ b⇒ b ‖ a

The dominance relation induces a partial order on the set of vectors in the objective
space...
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The Dominance Partial Order

The dominance relation induces a partial order on the set of vectors in the objective
space

a � d � e; b � c; a ‖ b The set {a, b} is a nondominated set.
The other points are dominated.

Multiobjective Optimization 14 2.15, 2 May 2014



Pareto Optimality

Def. 1 (Pareto Front) The Pareto front Z∗ of an objective space Z is the set of
nondominated points in Z : Z∗ = {z ∈ Z |6 ∃z′ ∈ Z, z′ � Z}. We may also write
Z∗ = min(Z).

Def. 2 (Pareto Optimal Set) The Pareto optimal set X∗ of a decision (search) space
X is the pre-image of the Pareto front, Z∗: X∗ = {x ∈ X | z = f (x) ∈ Z∗}
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Approximation Sets
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Def. 3 (Pareto Front Approximation) A Pareto front Z∗approx is any set of mutually
nondominated points in Z ′ ⊆ Z : Z∗approx = {z ∈ Z ′ ⊆ Z |6 ∃z′ ∈ Z ′, z′ � z}. We
may also write Z∗approx = min(Z ′)

Def. 4 (Pareto Set Approximation) A Pareto set approximation X∗approx is the
pre-image of a Pareto front approximation.
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Dominance Relation Between Sets of Points

We can extend the dominance relation to sets of points (Pareto front
approximations), allowing us to compare them directly too.
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1z

z A (a set of points)

B (a set of points)

Def. 5 (Better Relation B on Sets) For two Pareto front approximations, A and B,
ABB ⇔ min(A ∪B) = A 6= B.

This means that for some pairs of sets, we can unequivocally state that one is better
than the other. For other pairs, it is a matter of preference which set is better. [This is
important to realize when trying to measure the quality of approximation sets].
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Epsilon-Approximate Pareto Front

Analogously to approximation algorithms (single-objective), we can also import
approximation concepts into the dominance relation.

Def. 6 (ε-dominance) A point a ε-dominates a point b if

(1 + ε).a � b (assuming maximization)

where ε is a vector of (small) values.
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Def. 7 (ε-Approximate Pareto front)
An ε-approximate Pareto front is a
Pareto front approximation such that
every point in the true Pareto front is
epsilon-dominated.
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How Large Will a Pareto Optimal Set Be?

It depends on the search space size, number of objectives and
amount of correlation between objectives

How big will a Pareto front be if we optimize f1 and f1 (the same
objective) at the same time?

What about optimizing f1 and −f1 ?

What does this tell you about correlation or ‘conflict’?
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Historical Notes on Pareto Optimality

Francis Edgeworth (1845-1926) and Vilfredo Pareto (1848-1923) were both
economists, who wrote independently about optimal trades or exchanges of goods.

Edgeworth (1881)
It is required to find a point (x,y) such that in whatever direction we take an infinitely
small step, A and B do not increase together but that, while one increases, the other
decreases

Pareto (1906)
a system is enjoying maximum economic satisfaction when no one can be made
better off without making someone else worse off

These ideas are related to the Fritz John necessary conditions for Pareto optimality:
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When x∗ is Pareto optimal, there exist vectors 0 ≤ λ ∈ <k and 0 ≤ µ ∈ <m for
which (λ, µ) 6= (0,0) such that

(1)

k∑
i=1

λi∆fi(x
∗) +

m∑
j=1

µj∆gj(x
∗) = 0

(2) µjgj(x
∗) = 0 for all j = 1, . . . ,m.

where there are k objectives and m equality constraints; fi are the objective
functions, and gj are the constraint functions.

(Loosely the definition says that: at an optimum, it is impossible to choose a direction
that improves all objectives simultaneously, subject to the problem constraints.)
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Filtering a Set for Nondominated Points

Problem: given a set Z ′ ⊆ Z of N points, find the approximation set
Z∗approx = {z ∈ Z ′ |6 ∃z′ ∈ Z ′, z′ � z}

Inefficient method:

for i := 1 to N-1
for j := i+1 to N

if there exists a d ∈ 1.. k, z(i)
d > z

(j)
d and

there does not exist a d ∈ 1.. k, z(i)
d < z

(j)
d

mark z(i) for deletion

if there exists a d ∈ 1.. k, z(j)
d > z

(i)
d and

there does not exist a d ∈ 1.. k, z(j)
d < z

(i)
d

mark z(j) for deletion
output: all z not marked for deletion

is O(N 2.k) and is particularly
poor when all solutions are
nondominated (often occurs
when k is large)

A simple efficient method for 2d (two-objective) uses sorting...
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Filtering a Set for Nondominated Points

An efficient method for 2d (two-objective) problems (assuming minimization) is

sort (ascending) by objective two
sort (ascending) by objective one (stable sort)
last :=∞
for i := 1 to N

if z(i)
2 < last

output z(i)

last := z(i)
2

It is O(N logN).

What about efficient methods for k > 2 ?

• Kung, Luccio and Preparata, 1975 give an algorithm with complexity
O(N logN) for k = 2 and k = 3 and complexity O(N logk−2N) for k > 3
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• In the field of databases, finding the set of nondominated points (queries) is
known as a ‘skyline query’. Kossmann et al, 2002 gives some algorithms for
computing ‘Skylines’ online

• Dakskalis et al 2007 give deterministic and randomized algorithms for the
k-selection problem in partially ordered sets. They prove that the minimal
elements of a partially ordered set (i.e. nondominated solutions) can be found in
O(Nw) time, where w is the width of the poset.
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z

The width of a poset(partially
ordered set) is the size of
the largest cardinality subset
of mutually nondominated
vectors within it. Here the
width is 5.
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Finding and Selecting a Preferred Solution

Pareto optima are optimal tradeoffs. But
a decision-maker (DM) may express
preferences too; these guide the choice of
final solution.
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Fig. A decision maker expresses his preferences

Three methods of combining decision making with search:

A priori Ask the DM for preferences before search begins. Aim to find only one
Pareto point which will satisfy the DM.

A posteriori Find all the Pareto points, or an approximation set of limited size but
good coverage. DM explores this set afterwards to select a solution

Interactive Combine the above two approaches. Do some search, ask the DM for
preferences, search in preferred areas, repeat.
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Decision Making Methods

Q. How should decision makers express preferences?

A. Methods are studied in Multi-Criterion Decision Making/Analysis, a branch of
Operations Research / Management Science.

There are many methods:

• directly expressing weights

• stating marginal rates of substitution

• giving one or more goal points

• stating which of a pair of solutions is preferred, for many pairs

We will not study the above but assume that the optimization problem to be solved is
to find (or approximate) the whole Pareto front
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Summary of the Solution Concept

So far in this lecture

• We can use dominance to compare two solutions

• This defines a partial order

• The minima of this partial order are known as Pareto optima

• The Pareto optima are our solutions (or optimal solutions)

• We may want to find all of them, to allow a decision maker to select from them
using preferences

• Thus the solution concept is finding the whole Pareto front
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II. Design of multiobjective optimization
algorithms

How to find or approximate a Pareto front
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Core Issues in Approximating a Pareto Front

• Comparison/evaluation of solutions. In order for many algorithms to work
(SA, EAs, Branch and Bound, . . . ) we need to compare solutions for quality

• Obtaining solutions that cover the whole Pareto set — how can this be
achieved?

• Measuring how well an algorithm has done. How do we do performance
assessment in Multiobjective Optimization?

Let’s look at some different methods of solving these problems...
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Scalarizing Methods: The Weighted Sum

Idea (of scalarizing): collapse the vector objective function into a scalar one; that way
we can compare quality of solutions again.

A popular scalarizing method is the simple weighted sum:

Minimize fws(x, λ) = λ1.f1(x) + λ2.f2(x) + . . . + λk.fk(x)

Subject to λi ≥ 0, i ∈ 1, . . . , k

and
∑k

i=1
λi = 1

One choice of λ gives one point on PF (if exact minimization achieved)
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Scalarizing Methods: The Weighted Sum

One choice of λ gives one point on PF. To approximate the whole PF, run an
algorithm N times, each time with a different λ

2d example:
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Ideal case Uniformly spaced λ
do not give uniform
spaced points on the
PF

Concave regions of
the PF are not minima
of any weighted sum
(so cannot be found
by this method)

Another problem is normalization...
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Scalarizing Methods: The Weighted Sum

Normalization

Consider the following problem:

Minimize

 price
−comfort

−cruising speed
−capacity

 of an aircraft

where price ranges from $570,000–2.74million, comfort is measured from 0–10,
cruising speed is 400–750mph, and capacity is 37–265tonnes.

Should normalize before applying weights. Linear normalization is

znorm
i =

zi − zmin
i

zmax
i − zmin

i

+ δ

where max and min refer to the extremes of the objective space. And δ is a small
positive value to make all points strictly positive.

Problem: what if ranges are unknown? This is an issue.
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Scalarizing Methods: The Weighted Sum

Assessment of a Pareto Front approximation via the weighted sum method:

Qws(Z
∗
approx) =

∑
λ∈Λ

min(λ.z|z ∈ Z∗approx)

where Λ is a set of different λ weight vectors.
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Compatibility with Dominance Relation:
For two approximation sets, A and B, ABB implies Qws(A) < Qws(B).

Note: The implication works in one direction only

Note 2: The above assumes that all vectors are in the positive quadrant (strictly positive in all dimensions).
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Scalarizing Methods: Tchebycheff Function

We can make scalarizing work better if we use an ‘infinity norm’ (a square function),
also known as a Tchebycheff function:

Minimize fTchb(x, λ) = max
i
λi.fi(x)

Subject to λi ≥ 0, i ∈ 1, . . . , k

and
∑k

i=1
λi = 1

Every point on a Pareto front — convex or nonconvex — is a minimum of the
Tchebycheff function for some λ (overcomes the problem of the linear weighted sum)
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Every point on a Pareto front — convex or nonconvex — is a minimum of the
Tchebycheff function for some λ (overcomes the problem of the linear weighted sum)
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z

z

λ
1

2
λ

Fig: A concave region of the Pareto front is reachable with Tchebycheff minimization
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Using Scalarization in a Generic Search Algorithm

How do we use scalarization if we want to generate a Pareto front approximation?

We could do one of several alternatives:

1. Choose one weight vector per run of an algorithm. Run the algorithm multiple
times to generate the PF approximation.

2. Run the algorithm once, but choose a random weight vector each time a
comparison is needed between solutions. Store the best points found in an
archive (see later slides).

3. Run the algorithm once, but choose weight vectors according to a schedule (that
sweeps across the PF), or adaptively to fill in gaps between points. Store best
points found in an archive.

The first is easy, but may be inefficient.

The second is still quite easy, and may be better.

The last is best but requires more development time.
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Pareto Dominance-Based Multiobjective
Algorithms

Comparison of solution quality drives the search in several algorithms (e.g. in the
acceptance function in simulated annealing, selection in EAs, branching in B’n’B.)

Idea: use dominance relation directly to compare two solutions.

Purpose: do away with need for normalization of objective values (can deal with
unknown ranges), potentially find whole PF approximation in one run.

Instances of this approach: Pareto simulated annealing; some multiobjective EAs:
MOGA; NSGA; SPEA; PAES.

We will take a look at NSGA: nondominated sorting GA...
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Nondominated Sorting
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Figure: Nondominated sorting applied to a set of points in an EA population.
Nondominated points get fitness rank=1. Nondominated points remaining,
after the rank 1 points are removed, get fitness rank=2, and so on.

The idea of nondominated sorting for fitness assignment in a multiobjective
evolutionary algorithm was put forward by Goldberg (1989), and later implemented by
Srinivas and Deb (1993): NSGA.
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Nondominated Sorting II: Diversity
Diversity preservation, important in EAs, is even more important in MOO, since we
want to cover the Pareto Front.

2

1
z

z

cuboid

In the tournament selection of NSGA-II (a
popular multiobjective EA), the ‘crowding
distance’ is used to break ties between
points of equal nondominated sorting rank.

Fig. Schematic of the crowding distance

calculation. The larger the cuboid of free

space a point resides in, the more chance it

is given of reproducing.

Nondominated sorting works well, but an alternative method is to try to maximize
hypervolume...
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Hypervolume of Dominated Region

Definition: The hypervolume S of a Pareto front approximation, Zapprox ⊆ <k is the
volume of objective space dominated by the set, which is upper bounded by a fixed
reference point (r1, r2, . . . , rk).

S(Zapprox) := VOL

 ⋃
z∈Zapprox

[r1, x1]× [r2, x2]× . . .× [rk, xk]

 ,

where VOL is the Lebesgue integral.
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Hypervolume is used for

• performance assessment

• driving selection in multiobjective EAs and other multiobjective algorithms
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Hypervolume of Dominated Region

An important property of the hypervolume measure is that it is compliant with the
Better relation (B) on sets.

ABB ⇒ S(A) > S(B)

which also means that

S(A) > S(B)⇒ B 6 BA.

Proof Sketch:
Consider two approximation sets A and B, with ABB but S(A) 6> S(B). If
S(A) ≤ S(B) then there is some volume of space not dominated by A which is
dominated by B. This contradicts ABB since by definition of B the minimal
elements of the union of A and B is A (and not B).

If S(A) = S(B) then either the two sets A and B are equal, or some extra volume
dominated by A is exactly matched by some extra volume dominated by B. In either
case, this contradicts ABB.
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Hypervolume of Dominated Region

Time complexity is super-polynomial in k
For 2d, hypervolume can be computed in O(N logN) time
by sorting the N points, then summing up the volume of non-
overlapping rectangles.
For 3d, Beume et al (2009) have given an O(N logN)
algorithm also.
For general k, the best asymptotic runtime known is
O(N logN + Nk/2). Bringmann and Friedrich have proved
that exact computation is #P -complete.
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MOEA using Hypervolume: SMS-EMOA

The first multiobjective searcher to explicitly maximize hypervolume was proposed by
Knowles in 2002.

A more advanced evolutionary algorithm maximizing hypervolume is the SMS-EMOA
(Beume et al, 2007).

Algorithm 1. SMS-EMOA
1: P0← init( ) /* Initialise random population of µ individuals */
2: t← 0
3: repeat
4: qt+1← generate(Pt) /* generate offspring by variation */
5: Pt+1← Reduce(Pt∪ qt+1 ) /* select best individuals */
6: t← t + 1
7: until termination condition fulfilled

where the function, Reduce(), removes a point contributing least to the hypervolume.

The algorithm guarantees St+1 ≥ St for all t.
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Archiving of Solutions: An Online Problem

We have seen how to use scalarization, hypervolume maximization, or the Pareto
dominance comparisons to evaluate solutions within a search.

How do we collect the best solutions and return them to the user?

The problem is that we need to return a set of alternatives (assuming a posteriori
decision making).

BASIC IDEA:

Keep a set A (called an archive) of the nondominated points found up to that time.
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Generic archiver
begin
A := ∅
While (search process generates new point znew){

A′ := A ∪ znew
A′′ := A′ \ {z ∈ A′|∃z′ ∈ A′, z′ ≺ z}

A := A′′

}
end

But what if A becomes too large?

... Active area of research to determine good archive update rules in the case that A
must be bounded in size.

We know: Given some sequence of points generated by a search, it is impossible in
general to maintain an archive A of maximum size m that guarantees to store all the
Pareto optima of the sequence, even when the number of Pareto optima is < m
(assuming the sequence length is in total > m).

Can you see why?
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Scaling Issues in Multiobjective EAs

Bellman coined the phrase “the curse of dimensionality” to describe difficulties when
scaling to many dimensions.

MOEAs suffer from at least two curses with respect to k:

• The fraction of point pairs where one dominates the other is 2/2k, i.e. decays
exponentially. Hence dominance becomes less of a guide for selection
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z In 2d, 1/2 of 
point pairs have a

dominating relationship

dominates

dominated

incomparable
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• Nondominated sets (and hence PFs) become larger (related to above).
Approximation of the PF requires more points (larger N ). But then ensuring
diversity and convergence of the N points is expensive, e.g. using hypervolume
has complexity O(Nk/2)
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Scaling Issues in Multiobjective EAs

A fast method of maintaining diversity and guaranteeing that the Pareto front is
covered is to use (coarse-grained) grid-based population update methods.

Generic grid-based population
update

Input: new offspring population P’t;
current elite population stored in grid
Output: updated grid population Pt+1

for each p in P’t
find its grid location by division
if grid cell is empty, accept p into Pt+1

else if p dominates existing point in grid cell
accept p into Pt+1 and remove existing point

else do not accept p into Pt+1

Remove strongly dominated grid cells
t← t+1

2
1z

z

Only 1 point is

kept per grid cell

In this system, only local dominance (and diversity) within grid cells is considered.
Finding the grid cell of a point is fast...
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Finding the grid cell of a point is fast because it is just done by integer division, e.g.

(5.5, 7.8, 9.2) becomes (2, 2, 3) if each dimension is divided by 3.

The coarseness of the grid is a parameter of the method. It can be related to the
desired ε, of the ε-approximation sets that is desired.

Certain grid-based methods (Laumanns et al, 2002; Laumanns, 2007) guarantee
convergence to an ε-approximate Pareto front.

Note: grid methods do not overcome scaling issues entirely, but they offer faster updates than using
hypervolume, whilst still guaranteeing improvement in the PF approximation over time.
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Scaling Issues in Multiobjective Optimization

It can also be difficult to visualize the results of multiobjective optimization if k is
larger than 2 or 3.

A star or spider plot is one way:

Fig: NASA star plot for robotic arm designs.

Comparison of alternatives is difficult if the number of points to compare is large.
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Multiobjective MST is not in P

Problems that are in P (recall: polynomial-time solvable) often become harder in
multiobjective form.

Assessing how hard they are is a relatively new research area.

The hardness depends upon how the problem is defined exactly. You may be looking
for

• an arbitrary Pareto optimum

• a specific PO that minimizes a weighting function

• or finding ALL Pareto optima.
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And you may be either just looking for solution values, or the solutions themselves.

An Example

MST is in P (exact solution in O(V 2) time using Prim’s algorithm)

BUT mcMST is not polynomial-time solvable if defined as below:

mcMST
Instance: Graph G=(V,E), set of k weights on each edge of G. Problem: Find
Spanning Trees of G with minimal total weight. Consider each of the k weights as a
separate objective function, and discover the whole Pareto front of tradeoff solutions.

It is possible to show that the size of the PF generally grows exponentially with
respect to problem size. Hence finding all solutions on the PF cannot be done in
polynomial time; the problem is intractable.
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Summary

• Multiple, conflicting objectives exist in most real problems

• May just aggregate the objectives and find one point (or solution)

• But that may lead to unsatisfactory/non-preferred solutions

• Using Pareto dominance keeps all objectives and enables tradeoffs to be
explored

Approximating the whole Pareto front, and then selecting a best solution afterwards is
known as the a posteriori method
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Summary

Some Key Issues in Multiobjective Optimization (a posteriori approach)

• How to assess approximations of the Pareto Front

- Dominance relations on sets

- Dominance-compliant indicators, e.g. hypervolume

• Selection pressure toward the Pareto front. How to achieve scalability with
respect to k

• Diversity maintenance (approximation of the whole PF). How to achieve
scalability with respect to k
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